Introduction: The OntoQuery Project
Troels Andreasen, Jørgen Fischer Nilsson & Hanne Erdman Thomsen

This paper constitutes both an introduction to the OntoQuery project and to this volume of proceedings from the first international OntoQuery Workshop in Kolding, January 2000.

The OntoQuery project involves researchers from 5 project partner institutions with the following areas of research specialisation:

· Roskilde University (RUC): knowledge-based systems, intelligent query processing, database technology

· Technical University of Denmark (DTU): knowledge representation, knowledge modelling, knowledge-based systems. 

· Copenhagen Business School (HHK): terminological concept analysis, natural language querying systems, NP analysis (genitives, compounds, nominalisations) 

· Centre for Language Technology (CST): lexical networks,  NP analysis, morphological analysis, NLP lexicon for Danish

· University of Southern Denmark (SDU): natural language querying systems, NP-analysis (prepositional phrases, genitives, compounds).

1 Research objectives
The project title, OntoQuery, is short for 'Ontology-based Querying', and the project aims to contribute to the development of general solutions to the querying of databases and to the extraction of descriptions of database objects through limited computational natural language understanding. More precisely, the project addresses content-based retrieval and access to Danish text sources such as online document databases and encyclopaedias.

Stressing the use of ontologies, the project will provide a content-based query and retrieval functionality going beyond the superficial key word recognition typical of contemporary search engines, whilst not attempting a full semantic analysis of source texts.

The overall goal of the project is to develop general theories for 

· ontological representation of domain knowledge, 

· ontological semantics for natural language phrases, and 

· ontology-based search in text databases. 

These theories will be expressed in a formal concept language called ontolog to be developed in the project. For purposes of validation and demonstration, the theoretical results will be exploited in the development of a prototype system with a set of accompanying tools and resources on selected real world domains.

The project will address various research aspects associated with the three aspects of the goal:

· Development of theories, methods and tools for establishing formal ontologies integrated with language specific terminology and lexical networks. A key idea is to introduce the formal language for ontologies, Ontolog, which combines taxonomies with object and relational expression forms. The current version of  this language, called Ontolog, is presented in the paper by Jørgen Fischer Nilsson.

· Development of methods for ontology-based linguistic analysis of source texts and queries. This will primarily concern the identification and analysis of NPs, comprising morphological, syntactic and semantic analysis. In our approach the noun phrases are central for the specification of particular concepts in an ontology. NL analysis is addressed in several papers in these proceedings. 

· Development of methodologies for ontology-based query processing that efficiently compare an internal formal description of a query with the ontological descriptions of database objects. The query processing will consist in a matching of the query description with the descriptions of text database objects in the framework of the given ontology. Querying is not discussed in the present volume, but will be the topic of our next workshop.

Ontolog will be used for the representation of domain knowledge in the ontology, the representation of natural language semantics and for descriptions of the texts in the database, and it will allow for reasoning with the ontology. It is intended primarily as a theoretical, logical framework, in which the different traditional representations at the various levels of analysis is conceptualised, analysed, and integrated. Thus a strategic purpose is to facilitate coherence in the resulting system architecture. The language consists of descriptions, which serve multiple purposes ranging from feature structures in the linguistic analysis, via lexical semantic bases and terminology bases to ontologies and query descriptions.

The use of natural language for database querying traditionally relies on a logical semantics which determines the translation from syntax trees into a logical query language. This technique has to restrict the query language to a small fragment of natural language, since a full computational semantic treatment of comprehensive natural language fragments is far beyond the scope of current language technology.

As an alternative approach this project introduces an ontology-based semantic analysis for natural language texts and query phrases, which refrains from a full logical analysis of the meaning of natural language texts. As a starting point we will apply the ontological semantics characterised above to the analysis and disambiguation of NPs, including in particular  adjectives, prepositional phrases (both complements and adjuncts) and genitives using semantic relations from the ontology.  The paper by Per Anker Jensen, Jørgen Fischer Nilsson & Carl Vikner discusses NP-analysis with Ontolog while the one by Patrizia Paggio concerns parsing.

2 An experimental system
As already mentioned, it is a high priority of the project that the work on theoretical issues should be complemented by practical, experimental development. The research ideas and approaches sketched above are to be incorporated in experimental prototypes. Apart from the primary purposes, which are validation and demonstration, the prototype development also provides a framework for collaboration with potential user partners who have specific application needs. We are currently cooperating with Danmarks Nationalleksikon (the Danish National Encyclopaedia), which plans an electronic publication of Den Store Danske Encyklopædi (The Large Danish Encyclopaedia). 

It is our intention to restrict prototype work to a few domains. As a starting point Danmarks Nationalleksikon has provided us with all encyclopaedia articles on nutrition. It is not an objective that the prototypes should constitute (or appear as) practically useful tools. However, it is an ambition to analyse and discuss usability of the developed approaches and to some extent also to perform experiments in connection with large databases. Querying large databases is the main intended application in the project.

The project is founded on three main aspects: a unified means to express descriptions of bodies of natural language, an approach to producing descriptions of texts in natural language and an approach to manipulating and reasoning with descriptions. A central idea is that descriptions are to be expressed in terms of a domain specific ontology. Therefore producing descriptions and comparing descriptions take place with reference to an ontology and thereby querying becomes ontology-based.

Apart from an implementation of the description language, the prototype system will include two main components – a description generator and a description comparator. The description generator is applied when loading new documents/texts to the system database and when interpreting queries posed to the system. The most important part of the description generator is an ontology-based natural language parser. The description comparator is applied during query-evaluation and may also be applied in establishing measures of document/text object distance. Comparison of descriptions involves reasoning within the description language Ontolog.

In the prototype system we distinguish a database and a knowledge base. The database includes documents/text objects and descriptions of these. The knowledge base contains knowledge about the domain, mainly in the form of a concept-ontology and dictionaries, but it may also include additional concept relations, e.g. automatically generated relations based on statistics (association) that are common in Information Retrieval approaches and that may be enriched through application of the ontology. 

The descriptions tie text objects (documents or fragments of texts) to the ontology. Thus, it is through the descriptions that the database and the knowledge base are connected, as depicted in figure 1.
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Figure 1: System resources - a database containing text objects (documents) and a knowledge base comprising knowledge about the domain of the texts, connected trough descriptions.
Below we give an introduction to the components of the system and to the intended purpose of and interaction between these. 

2.1 Descriptions, description language

Any text object in the database is provided with descriptions that serve as a sort of index – essentially, keyword indexes can be regarded as special cases of concept descriptions. Descriptions are expressions in the description language and based upon a domain specific ontology.

The description language is uniform in the sense that it aims at establishing the ontology on the one hand and expressing descriptions on the other. Furthermore, it may be directly applied for the specification of queries against the database and against the ontology.

2.2 Description generator 

The description generator is applied when documents are loaded to the system. Apart from the direct representation of the document, this involves building a content-based (rather than word-based) index from the ontology-based descriptions.The description generator is also applied during the interpretation of queries.
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Figure 2: Description generator
Description generation involves natural language processing, and the generator therefore includes a tagger, a parser, and a subcomponent that transforms parser output into descriptions in the description language. The generation process draws upon the text, on a grammar for the parser, and on the ontology. 

It is important to notice that the descriptions generated are to be applied in comparing texts, and that descriptions constitute and work as a sort of index. Therefore it is not in any way crucial that the description of a given text be complete in the sense that all meaning from the text is reflected in the description. In other applications the result from the natural language processing must cover the meaning of the subject, but in querying the result is ‘only’ to be applied as an indexing mechanism during query evaluation. Therefore any addition to the description (that conforms with the meaning of the text referenced) will be an improvement, in the sense that recall will be increased.

2.3 Description comparator

The description comparator is the engine for description reasoning and thus also for query evaluation. A query may be posed in natural language and thus have the same form as a document, and in that case the query is treated as a document. Both are considered as text objects that are handled through the corresponding descriptions. The description comparator facilitates retrieval of documents, given a query, and proceeds by comparing descriptions. This involves reasoning based on the knowledge expressed in the ontology and on heuristics for ranking the best matching documents in the answer. 
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Figure 3: Description comparator
2.4 Main functionality

The main purpose of the system is to store and support retrieval of documents. Storing of documents is achieved by adding the document text and the description to the database. The description is obtained through the description generator which, in its turn, again draws on the ontology. The principle is illustrated in figure 4.
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Figur 4: Document load
Retrieval of documents is mainly realised by applying the description comparator. The course of action is to transform the query into a description, compare this description with descriptions in the database, retrieve those descriptions from the database that best match the query’s description, and finally to produce the corresponding documents as an answer to the query. The principle is illustrated in figure 5.
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Figure 5: Retrieval 
Apart from storage and retrieval of documents it is also an objective to develop a functionality for working with ontologies. Tools are needed for building and for accessing the ontologies. When creating a database for a specific domain also the available domain knowledge in the form of an ontology must be added to the system. During ontology building it is important to consider the implications of additions, thus a tool for ontology building should unfold relations through reasoning on the ontology. With a given storage of domain knowledge for a database of documents, obviously, it may also be of interest to pose queries directly to the knowledge base and thus to obtain answers in the form of descriptions referring to the ontology. Furthermore, a browsing style query method can be obtained from an approach where the general idea is navigation in the ontology and switching between descriptions from the ontology and documents described by these, thus a browsing style where documents as database answers are obtained through the descriptions in the ontology.

3. Issues encountered so far
Having worked on the project for less than 6 months, we are faced with various issues that have to be discussed and clarified. Some of them are already under discussion, some will be addressed in this volume, while others have not yet been taken up. In what follows, the issues are divided into three groups pertaining to the three research aspects:

1. The Structure of ontology

1.1 The existence of universal top ontologies

We have an on-going discussion of whether the concepts of the top-ontology exist independently of languages and cultures or not. We may choose to use the ontology proposed by Sowa as a starting point, and see whether this will work for our purposes. For the first prototype we will adopt the ontology from the SIMPLE-project.

1.2 Methods for the elaboration of domain specific ontologies

How can concepts and relations be extracted from texts, and to what extent can this process be automated?

How many types of relations are needed?

Should the elaboration of ontologies be based solely on NPs in order to leave open the possibility of working with automatic extraction?

1.2.1. Scaling up, modularisation, and abstraction

How can the ontology be extended to other domains in an efficient and coherent way?

1.2.2. Concept ontology distinct from lexicon ?

Can the ontology  and the lexicon be kept completely separate or do they have to be integrated?

Should the lexicon include 1) a different ontology, 2) a copy of the separate ontology mentioned above or 3) can the linguistic analysis use the separate ontology directly?

1.2.3. Non-monotonicity

Handling of cases where concepts do not inherit all features of their superconcept.

1.2.4. Which semantic relationships are relevant in the ontology?

The ontology comprises a number of semantic relations pertaining to the understanding of target domains. Some of these relations are linguistic in nature such as (near) synonymy and antonomy relationships; others are more oriented towards a logical understanding of the domain with relationships such as part-of (partonomy), causes, serves, etc. Issues concerning the semantic relations are presented in the paper by Bodil Nistrup Madsen, Bolette Sandford Pedersen & Hanne Erdman Thomsen.

2. Natural language

The project introduces an ontology-based semantic analysis for natural language texts and query phrases. Among the issues faced in this connection  are:

2.1. NP's only?

Can analysis be restricted to NP's alone, and be effective enough for querying?

2.2 The relationship between NP-meanings and the ontology

Discussions here (among other things) concern the question of whether an NP-meaning not yet represented in the ontology becomes part of it. Given the logical aspects of Ontolog the position of all possible concepts or NP-meanings can be calculated, and in this sense all concepts ARE part of the ontology.

Another question here is how the ontology is to be exploited in the linguistic analysis.

2.3 Formal abstracted semantics for NP 

2.3.1 Determining abstracted meanings for NP's

What Ontolog descriptions are ascribed to various NP's. This question has given rise to a number of discussions, and we are currently working on a catalogue of examples from Den Store Danske Encyklopædi (The Great Danish Encyclopaedia).

2.3.2 Compositionality 

Once we have agreed on what meanings to assign to NP's we have to account for them in a compositional way. Discussions here concern the amount of syntactic analysis necessary in linguistic analysis (compare the paper by Patrizia Paggio with that by Per Anker Jensen, Jørgen Fischer Nilsson & Carl Vikner).

2.3.3 Context independence

Will it be possible to make an NP-analysis that is useful for querying without considering the context that NPs appear in?

3. Querying

Querying does not fall under in the scope of this first workshop, and therefore the issues encountered in this area will just be listed without further description.

3.1. Search

3.1.1. Principles for comparison of descriptions

3.1.2. Reasoning with descriptions

3.1.3. Introducing flexibility, matching descriptions of different degrees

3.1.4. Scaling-up problems; algorithmic complexity

3.2. Navigation

3.2.1. Ontology as the basis of navigation

3.2.2. Document relationships as the basis of navigation

4. Work done during the first six months

During the first six months work has been done concerning all areas of the project, but efforts have been concentrated around the description language and aspects of natural language analysis. In this section we will briefly describe the work done in each area.

4.1 Elaboration of the description language
Work has been done on the elaboration of a description language, Ontolog, which is to be used for the representation of ontology and the representation of descriptions extracted from texts. 

A simpler version for the first simple prototype (august 2000) is being specified. In this simple version, the content of an NP will be a list of the concepts denoted by nouns and adjectives in the NP, with no specific relations between them. In the description of the ontology, the hierarchical inclusion relation will be used.

4.2 Target domain modelling

We are working on the development of an ontology for the target domain, nutrition. For the first prototype, the SIMPLE top ontology will be adopted.

Work is also being done to extend the SIMPLE lexicon (dictionary) to cover the important words of the domain (with a viiew to parsing, to ontology use, and to querying). 

4.3 Data model development and creation of object-relational database
Initial work on transferring the SIMPLE lexicon from SGML-format to an object-relational database is being carried out, and preliminary discussions on the data structure for the ontology base are taking place.

4.4 Query Evaluation
Preliminary discussions concerning the interpretation of the relationship between concepts within an NP description in the first simple prototype version of Ontolog are carried out.

4.5 Parser and grammar for NP's

Work has been done on the training of a tagger. This work was presented at the workshop, but is not included in the proceedings as it takes the form of a technical report. The report is written in Danish and can be required at the project web site.

Work on an NP-recogniser is starting up, this was also presented on the workshop and described in a technical report. Discussions concerning the choice of a parser are taking place. Currently FraCas and LKB are under consideration, see also the paper by Patrizia Paggio.

As described in the paper by Per Anker Jensen, Jørgen Fischer Nilsson & Carl Vikner, work is being carried out to elaborate a grammar for syntactic and semantic analysis of noun phrases comprising simple compound nouns and the noun phrase types: DET N and DET N PP modifier. The result of the semantic analysis is an Ontolog description.

In the first simple prototype, natural language analysis will consist in tagging and NP-recognition to allow for the construction of the simple noun phrase descriptions mentioned in section 4.1(lists of the concepts in the NP).

5. Concluding remarks

In the present paper we have described the OntoQuery project. The individual papers by project participants in this volume of proceedings treat various aspects of the project in more detail.
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